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Abstract
Evidence to support the effectiveness of therapies commonly 
compares the outcomes between a group of individuals who 
received the therapy and a group of individuals who did not.  
Nurses must be able to interpret the statistics used to report 
these comparisons to determine not only whether there is a 
“real” (i.e. statistically significant) difference between the 
outcomes of the groups, but also whether that difference is large 
enough and precise enough to be clinically meaningful.  The 
statistics involved depend on whether the outcome is expressed 
as a categorical (e.g. yes/no) or a continuous (e.g. pounds, 
length of stay) measure. When confidence intervals, rather than 
hypothesis tests, are used to determine whether the differences 
are statistically significant, nurses receive additional 
information on which to base practice decisions.   
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 Author’s Note:  While it is possible (and 
often required in basic statistics courses) to 
calculate some of the statistics for therapy 
evidence by hand, most nurses will rely upon 
computational spreadsheet programs1 to do these 
calculations.  Because this article focuses on 
understanding and using the statistics obtained, 
rather than computation, the formulas for the 
statistics discussed are not included.  
 
 When nurses consider what therapies or 
treatments to incorporate into their practice, they 
benefit from strong evidence about the desirable 
and undesirable effects of those therapies.  The 
strongest evidence to support decisions about 
using therapies comes from studies in which good 
and bad outcomes for patients who received the 
therapy are compared to the same outcomes for 
patients who did not receive the therapy.  When 

the patients are placed in the therapy or 
comparison group purely by chance (random 
assignment), this study design is known as a 
randomized clinical trial (RCT).  Because random 
assignment is likely to result in two groups of 
patients that are very similar at the start of the 
study, we can be fairly confident that any 
differences between the groups in their outcomes 
at the end of the study are caused by the 
differences in the treatments they received during 
the study. 
 Although various statistical adjustments 
may be made to account for other factors that 
influence the treatment outcomes, the core of 
treatment evidence is the group to group 
comparison on the outcomes of interest.  If we 
want to know whether intensive pre-discharge 
medication instruction results in improved 
medication compliance after discharge, we need 
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to compare compliance between the patients who 
received the special instruction and the patients 
who did not.  If we want to know whether one 
diet and exercise program is more effective than 
another for overweight adolescents, we need to 
compare the amount of weight loss and activity 
levels between the group of adolescents who 
attended one program and the group of 
adolescents who attended the other program. 
 For clinicians, there are two important levels 
of comparison.  First, is any difference between 
the groups a “real” difference, that is, one likely to 
be repeated in other similar groups?  Secondly, is 
the difference, if “real”, large enough to be 
clinically meaningful, that is, one conferring a 
worthwhile benefit for our patients?  We generally 
accomplish the first level of comparison with 
inferential statistical tests, determining whether or 
not the differences between the group outcomes 
are statistically significant.  We accomplish the 
second level of comparison by applying clinical 
expertise and knowledge of our patients’ values.  
There are, however, statistical computations 
commonly used in evidence-based practice that 
support the second level of comparison. 
 The ways we summarize the results for 
groups, the tests we use for statistical significance, 
and the “second level” computations for clinical 
importance all depend on the way the outcomes of 
interest are expressed.  For most therapy evidence, 
those outcomes are either continuous or 
categorical.  Continuous outcomes are those that 
are measured in arithmetic units, like pounds, years 
of age, milligrams per deciliter of a substance in the 
blood or total scores on a multi-item test.  
Continuous data is also described as ratio or 
interval measurement level.  Categorical outcomes 
are simply labels without comparable units, like 
pregnancy test results, x-ray evidence of fracture, or 
passing a licensing exam.  Data measured at the 
nominal level is categorical.  For most of the 
categorical outcomes of interest for therapy 
evidence, there are only two possible labels, 
indicating whether or not the outcome of interest 
happened.  Label pair examples are: pregnant / not 
pregnant; lived / died; broken bone / no broken 
bone; diagnosed with lung cancer / free of lung 
cancer; stopped smoking / did not stop smoking. 

StatisticsforContinuousOutcomes
 If everybody in the treatment group of a 
therapy study had exactly the same response to 
the therapy and everyone in the comparison 
group had identical outcomes to each other, it 
would be very easy to determine whether the 
therapy resulted in a “real” difference in response 
from the comparison group.  For example, if every 
single person who followed a special diet for 
twelve weeks lost exactly seven kilograms, and 
every person in the comparison group gained 
exactly half a kilogram, we wouldn’t need statistics 
to tell us there was a “real” difference in weight 
change between the two groups and to conclude 
that the special diet was an effective weight loss 
therapy.  There are, however, differences within 
groups, as well as between groups.  One person 
following the special diet might lose ten 
kilograms, others lose between three and six 
kilograms and one person actually gain weight.  
Some people in the comparison group might lose 
a kilogram or so, and one person might lose five 
kilograms, while most hold their weight steady or 
gain small amounts of weight. 
 When there is variation in the values of a 
continuous level outcome within groups, the 
value we use to represent the group as a whole is 
the mean, or arithmetic average of all the values 
for the group, divided by the size of the group.  
While the mean gives us a single average value 
that represents the group as a whole, it does not 
capture the amount of variation in scores within 
the group.  A group with a mean weight loss of 
seven kilograms might represent individuals 
whose weight losses all ranged from six to eight 
kilograms, or it might represent individuals 
whose weight change ranged from twenty 
kilograms lost to ten kilograms gained.  The 
amount of value variation within the group is 
expressed as the standard deviation, which is 
calculated from the differences between every 
individual’s actual value and the group mean, 
divided by the group size.  This represents the 
average difference between each group member’s 
individual value and the group mean.   For two 
groups with the same group mean, the group with 
more variation in the individual values will have a 
larger standard deviation. For two groups with the 
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same group mean and the same amount of 
variation in values, the smaller sized group will 
have a larger standard deviation. 
 The mean, the standard deviation and the 
group size are the components used to estimate 
whether the differences we see between groups 
are “real”, i. e. statistically significant.  The 
question we are actually asking is, “Given the 
amount of variation present within each group, is 
the difference between the group means large 
enough that it is unlikely simply to represent a 
random variation, as well?”  The group standard 
deviations represent the within group differences, 
while the group means are used to compute the 
between group differences.  
 The traditional statistical tests for significant 
differences between group means are the t-test 
(two groups) and ANOVA (multiple groups).  
The t and F statistics represent ratios of between 
group difference divided by within group 
variation, adjusted for the number of groups and 
group sizes.  When the computed values for t or F 
are larger than the pre-established critical values 
for that group size, number of groups and desired 
significance level, we conclude that there is a 
“real” / statistically significant difference between 
the outcomes for the two groups.  In other words, 
the difference between groups is large, compared 
to the variation within each group. 
 Testing for statistical significance (inferential 
statistics) does not ever result in absolute certainty 
that a “real” difference exists.  Instead, it results in 
an estimate, based on prior work describing many 
random samples, of the likelihood that a result of 
the size seen represents a “real” difference.  Alpha 
levels, or levels of significance, represent the 
chance we are taking that we could be wrong 
about a “real” difference existing.  The standard 
.05 alpha level represents being right about the 
presence of a “real” difference 95% of the time. 
An alpha level of .01 represents being right about 
the presence of a “real” difference 99% of the time. 
 There is an alternative approach to inference 
testing of group differences that uses confidence 
intervals rather than t or F tests.  A group mean 
value is an example of a point estimate, or single 
number representing group results.  The same 
components used to compute t or F tests – the 

group mean, the group standard deviation, the 
group size, and the significance level – can be 
used instead to establish a range of values over 
which the point estimate might be expected to 
vary in 95% (.05 alpha level) or 99% (.01 alpha 
level) of other similar groups.  These are the 95% 
confidence intervals (95% CI) and 99% 
confidence intervals (99% CI), respectively. 
 There are two ways to use confidence 
intervals to determine whether group differences 
are statistically significant.  The first, which is 
particularly useful when more than two groups 
are involved, is to compute the confidence 
intervals for each group mean, and then to inspect 
those confidence intervals for overlapping values.  
For example, consider three groups of obese 
individuals assigned to three different weight 
reduction diets.   
 

 

Diet 
A 
B 
C 

Mean Weight Loss (95%CI)1 
5 kg. (2.5 to 7.5 kg.) 

20 kg. (17.5 to 22.5 kg.) 
23 kg. (20.5 to 25.5 kg.) 

 The confidence interval for Diet A tells us 
that, although this particular group lost an 
average of 5 kilograms using Diet A, another 
similar group might average a 2.5 kilogram 
weight loss or might lose as much as an average of 
7.5 kilograms. We could expect this range of 
results 95% of the time from similar groups.  The 
confidence interval for Diet B tells us we could 
expect group mean weight losses of between 17.5 
and 22.5 kilograms 95% of the time from similar 
groups, and the expected range of results for Diet 
C would be 20.5 to 25.5 kilograms. 
 Are there “real” differences between the 
group results for these three diets? Comparing 
Diet A to either Diet B or Diet C, no value for 
average weight loss in the confidence intervals for 
either Diet B or Diet C is as small as the range of 
values in the confidence interval for Diet A.  
Therefore, the results we could expect 95% of the 
time are completely different between Diet A and 
the other groups, and thus the difference is 
statistically significant at the .05 alpha level.  
Comparing Diet B to Diet C leads to the opposite 
conclusion. Although for these two specific 
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groups, Diet C resulted in a 3 kilogram greater 
average weight loss than Diet B, the range of 
values we could expect 95% of the time for either 
Diet B or Diet C includes an average weight loss 
of 20.5 to 22.5 kilograms (the area of overlap or 
shared values between the two confidence 
intervals.)  Thus, there is no “real”/ statistically 
significant difference between the weight loss 
results for these two diets: in another trial, both 
groups could have the same average weight loss. 
 Because confidence intervals are created 
from the same numbers used to compute 
hypothesis significance tests like t and F, either 
approach leads to the same conclusion about 
whether differences are statistically significant or 
not. The advantage of confidence intervals, for the 
clinician, is that they provide a range of values 
indicating how the therapy could be expected to 
work in a similar group, rather than just a point 
estimate. 
 The second way to use confidence intervals 
to determine whether “real” differences exist 
between therapy groups is the strategy used to 
report therapy results in systematic reviews, 
especially forest plots. The mean value on the 
outcome for one group is subtracted from the 
mean value on the outcome for the other group, 
resulting in a point estimate for the mean 
difference between the groups. The same 
components used to create confidence intervals 
for the means of single groups are then used to 
calculate a confidence interval for the mean 
difference between groups, instead.  For the diet 
group example, the difference between the mean 
weight loss for Group A and Group B is 15 
kilograms, and the 95% CI range for that point 
estimate of the group mean difference is 11.5 to 
18.5 kg.1  In other words, for 95% of similar 
groups, we would expect that a group following 
Diet B would lose between 11.5 and 18.5 
kilograms more, on average, than a group 
following Diet A. This is a “real” / statistically 
significant difference between the outcomes of the 
two diets.  When we compare the differences 
between the mean weight loss for Group B and 
Group C, there is a 3 kilogram difference between 
the groups in average weight loss.  The 95% CI for 
the difference, however, ranges from –0.5 to +6.50 

kilograms1. In other words, for 95% of similar 
groups, it is possible that the average weight loss 
for a group following Diet C could be 6.5 kg. 
higher than the average weight loss for a group 
following Diet B, but it is also possible that a 
group following Diet B could lose, on average, a 
half kilogram more than a group following Diet 
C. There is no “real” / statistically significant 
difference between the average weight loss of 
these two groups.  When	the	confidence	 interval	
for	the	difference	between	group	means	includes	the	
value	0	 (crosses	 from	negative	 to	positive	values),	
there	is	no	statistically	significant	difference	between	
the	 mean	 outcome	 of	 one	 group	 and	 the	 mean	
outcome	of	the	other	group.	  
 Having established whether or not there is a 
“real”/ statistically significant difference between 
the outcomes of the diet groups, clinicians now 
need to determine whether the difference is 
clinically important. When the outcomes are 
measured in clinically meaningful units – 
kilograms of weight loss, number of days to full 
recovery, mm. of mercury blood pressure – we 
can readily apply our clinical expertise. We 
interpret the importance of the range of likely 
results in the confidence interval and weigh the 
benefits of achieving those outcomes against the 
costs and efforts involved in applying the therapy.  
Should we recommend diet A to our patients for 
weight loss?  The group following diet A did have 
a “real” weight loss (5 kilograms on average), but 
is that enough to have a health impact in their 
situation? What if our patients only lost an 
average of 2.5 kilograms instead?  Would we reach 
the same conclusion about whether Diet A was 
worthwhile for our patients?  What if they lost an 
average of 7.5 kilograms, instead of 2.5?   
 Does it matter whether we recommend Diet 
B or Diet C?  Both result in substantial average 
weight loss, and if the difference in average weight 
loss between the two diets is 0.5 kilogram in favor 
of Diet B or 2 kilograms in favor of Diet C (both 
values in the mean difference 95% confidence 
interval) we would probably agree that the 
differences are no more clinically important than 
they are statistically significant.  But what if the 
“real” difference is 6.5 kilograms, the upper limit 
of the mean difference confidence interval? Is that 
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a big enough difference to care about, clinically?   
In evidence-based practice, the term precision is 
used to describe the situation where the clinician 
judges all the outcome values in a confidence 
interval to be either clinically important or 
clinically unimportant.  This judgment is an 
individual clinical decision, not a statistical one.  
When a clinician decides the outcome confidence 
interval contains a mix of both clinically 
important and unimportant values, the study does 
not have sufficient statistical power to guide 
decision-making for that particular clinician. 
 Sometimes, group outcomes are compared 
in terms of a continuous level measure that does 
not have a direct clinical interpretation. The 
effects of a self-care teaching program, for 
example, may be reported in terms of scores on a 
post-test created by the researcher.  Three separate 
measures of well-being may be combined into a 
composite or factor score that is compared 
between groups who received different therapies 
for moderate depression.  In this circumstance, 
the clinician’s ability to judge whether the results 
are clinically meaningful is severely limited.  
Effect size (Cohen’s d) is a statistic that, like the t 
and F tests, compares difference between groups 
on the outcome to the variation within groups on 
the same outcome.  A value of .3 or less is believed 
to represent a small effect, and a value of .8 or 
greater is believed to represent a large effect.2  

Effect size is, however, a very imperfect measure 
of clinical importance. 

StatisticsforCategoricalOutcomes
 When the outcomes of a therapy have two 
possible categories (had the target outcome / did 
not have the target outcome), there are no 

Proportion = yes / (yes + no).  Range of values 0 to 
1. Value for even chance for two outcomes is .50 
Odds = yes / no.  Range of values 0 to infinity.  
Value for even chance for two outcomes is 1.0 

 While it is confusing to have two statistics 
for representing categorical groups, both are 
useful as the bases of additional computations.  
When target outcomes are very rare occurrences, 
the proportion and odds approach the same 
value. 
 Although there is no estimate for categorical 
outcome group variation like the standard 
deviation for continuous outcomes, the group size 
can be used to compute confidence intervals 
around a proportion or odds point estimate.  Like 
the confidence intervals for group means, these 
confidence intervals provide the range of values 
for the proportion or odds point estimate that we 
could expect to see in 95% (95% CI) or 99% (99% 
CI) of similar groups.  For example, consider the 
rate of influenza infection between two groups of 
frail elders, where one group received seasonal 
influenza vaccination and the other group did 
not.   

Group
Received immunization – 5 out of 100  
people developed influenza 
No immunization – 35 out of 100 people  
developed influenza 
 

Proportion(95%CI)1
5/100 or 
.05 (.02 to .11) 
35/100 or 
.35 (.26 to .45) 
 

Odds(95%CI)1

5/95 or 
.053 (.02 to .13) 
35/65 or 
.54 (.36 to .81) 
 

arithmetic units to compute group mean values 
and standard deviations.  Instead, we represent 
the group by counting the number of individuals 
with the target (desired or undesired) outcome 
and computing a statistic that allows us to 
compare results across groups of different sizes.   
Proportion of a target outcome (also called rate or 
probability) is the ratio of the target outcomes to 
the total number of outcomes.  Odds of a target 
outcome is the ratio of the number of target 
outcomes to the number of non-target outcomes. 
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 Interpreting these confidence intervals, we 
would expect that between 2 (.02) and 11 (.11) 
people out of every 100 frail elders in similar 
groups would develop influenza if immunized, 
and between 26 (.26) and 45 (.45) people out of 
every 100 frail elders in similar groups would 
develop influenza if not immunized. While we 
could test whether this is a “real” difference with 
Chi-square or logistic regression, we can also 
simply look for overlaps between the confidence 
intervals for the two groups. For 95% of similar 
groups, the highest likely proportion of influenza 
for immunized elders (.11) is well below the 
lowest likely proportion of influenza for non-
immunized elders (.26).  This is also true for the 
comparison of odds (.13 compared to .36).  We 
can conclude that there is a statistically significant 
difference between the rate of influenza in 
immunized and non-immunized frail elders.   
 Unlike the group comparison strategy for 
continuous outcomes, where the mean difference 
is obtained by subtraction, the group comparison 
strategy for categorical outcomes involves division. 
Proportions are compared to proportions or odds 
are compared to odds.  Regardless of whether 
proportion or odds are used to represent group 
outcomes, the comparison of groups involves the 
same computation: the value for one group is 
divided by the value for the other group, resulting 
in a ratio of proportions (called a rate or risk 
ratio) or odds. When the target outcome is more 
common in the group on the top of the ratio than 
it is in the group on the bottom of the ratio, the 
rate or odds ratio will be greater than one.  When 
the target outcome is less common in the group 
on the top of the ratio than it is in the group on 
the bottom of the ratio, the rate or odds ratio will 
be less than one.  When the target outcome is 
equally common in both groups, the rate or odds 
ratio will be one. 
 In the immunization example, the influenza 
rate ratio for immunized elders (top of ratio) 
compared to non-immunized elders (bottom of 
ratio) is .14, or .05 divided by .35.  In other words, 
immunized elders are only 14% as likely to 
develop influenza as non-immunized elders.  This 
does not mean that 14% of immunized elders are 
likely to develop influenza; instead it means that 

whatever the rate of influenza is for non-
immunized elders, the rate for immunized elders 
will be only 14% of the non-immunized rate.  The 
interpretation of the odds ratio follows the same 
pattern. 
 Because proportions of events and non-
events always add up to 1 or 100%, group rate 
comparisons are sometimes expressed as relative 
rate (or risk) reductions, or how much the ratio is 
reduced by the therapy.   For the example above, a 
reduction to 14% of the rate in the comparison 
group is the same as a reduction by 86% from the 
original rate (100% - 14% = 86%) in the 
comparison group.  Careful reading is the only 
remedy for confusion created by the many 
different ways categorical outcomes comparisons 
can be reported.      
 Like the point estimate for mean difference, 
the rate ratio or odds ratio is a point estimate, and 
confidence intervals can be created around the 
comparison value. This is the form most 
commonly used for reporting therapy evidence 
group comparisons on categorical outcomes in 
systematic reviews. For the immunization 
example, the rate ratio of .14 (immunized 
compared to non-immunized) has 95% CI of  
0.06 to .351 and the odds ratio has 95% CI of 0.04 
to .26.1  Remember that a value of 1 for a rate or 
odds ratio means that the target event is equally 
likely to happen in the two groups being 
compared.  Therefore, if the confidence interval 
for either a rate or odds ratio includes the value 
1.0 (not the case here), there	 is	 no	 “real”/	
statistically	significant	difference	between	the	rate	of	
occurrence	 of	 the	 target	 event	 between	 the	 two	
groups.	 	This	 is	different	 from	the	“no	difference”	
value	for	continuous	outcomes,	where	the	possibility	
of	 two	 group	 means	 being	 the	 same	 results	 in	 a	
mean	difference	confidence	 interval	 that	 contains	
the	value	of	0.		
 Although the statistical tests or confidence 
intervals for comparisons of categorical outcome 
rates tell us whether there is a “real” difference 
associated with the use of a therapy, such rate 
comparisons have a weakness as evidence for 
clinical importance.  By creating a comparison, 
the actual rate of the target outcome in either 
group is removed.  The rate ratio point estimate 
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 given in the influenza example would be exactly 
the same if the rate of influenza in immunized 
elders was 5 per million and the rate of influenza 
in non-immunized elders was 35 per million, 
instead of 5 per hundred and 35 per hundred.  
(The odds ratio would change slightly.)  Our 
judgment of the clinical importance of 
immunization, however, would likely be very 
different. 
 To address this weakness, evidence-based 
practice encourages use of another statistic, 
number	 needed	 to	 treat (NNT).  NNT (for 
desirable categorical outcomes) or number 
needed to harm (NNH) (for undesirable 
categorical outcomes) is calculated by subtracting 
the rate (not odds) of the occurrence of the target 
outcome for one group from the rate for the other 
group, thus preserving the actual difference in 
rates or risk difference, RD, and dividing that 
actual rate difference into 1, that is NNT = 1/RD.  
The result, usually rounded to a whole number,  is 
an estimate of how many people need to be 
exposed to the treatment (or harm) for one 
additional desirable (or undesirable) outcome to 
occur.  For the rates of influenza per hundred frail 
elders, the number of people who would need to 
be immunized to prevent one additional case of 
influenza is 3 (95% CI 2 to 5)1.  For the rates of 
influenza per million frail elders, the number of 
people who would need to be immunized to 
prevent one additional case of influenza is 33,333 
(95% CI 22,743 to 55,253)1!   
 In addition to helping guide our decisions 
about worthwhile clinical practices, NNT and 
NNH can be very helpful tools for educating 
patients.  Popular media reports of research 
typically express newly discovered risks in terms 
of the rate ratio (“New study finds 300% increase 
in cancer risk for patients taking Drug X”).  We 

help patients make better informed decisions 
about therapies when they can ground them in 
the actual rate of outcomes they wish to achieve 
or avoid (“For every 1250 people taking Drug X, 
there will be one additional case of cancer”). 
 The concept of precision applies to 
judgments about categorical outcome evidence as 
well as to judgments about continuous outcome 
evidence, and it is most easily applied to the 
confidence intervals for NNT and NNH.  In the 
influenza example, we would probably judge 
immunization worthwhile if it prevented one case 
of influenza for every 2 or 3 or 5 frail elders (the 
range of values in the 95% CI for 100 person 
groups) immunized.  Would we be equally 
comfortable with our judgment if the confidence 
interval values ranged from 2 to 50?  If we do not 
think it is worthwhile to immunize 50 people to 
prevent one case of influenza, we cannot be 
confident about adopting immunization based on 
this evidence alone.  The evidence lacks sufficient 
statistical power to distinguish clinically 
meaningful results from those that are not 
clinically meaningful.  The question of “real” 
difference / statistical significance may have been 
answered, but the crucial “so what?” question of 
clinical importance has not. 
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